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1. Introduction



This document is intended to describe ESnet and Internet2’s implementation of the general “Web Service Based Multi-Domain Provisioning” framework
.  The objective is to not only dynamically reserve and provision circuits between ESnet and Internet2, but also develop a foundation for future collaboration with implementers from GEANT
, GLIF
, the LambdaStation
 project, the TeraPaths
 project and elsewhere. This document presents the software, protocols, and XML schemas used toward achieving this goal.

2. Overview of Implementation Design

The implementation described in this document operates at the three main layers of the general provisioning framework: topology exchange, resource scheduling, and signaling. At each of these layers web service messages are securely exchanged between domains to coordinate necessary actions. A number of existing software projects are leveraged to provide each layer of functionality. For this version of the implementation these projects include OSCARS
, DRAGON
, and Phosphorus
. Diagram 1 (see Appendix A) gives an overview of how the various software components interact.
 As shown in Diagram 1, web service security and message exchange are handled primarily by OSCARS at each of the topology exchange, resource scheduling, and signaling layers. Since OSCARS handles all the requests between domains, it can be referred to as the interdomain controller (IDC) for this implementation. The OSCARS components run inside a web server that receives SOAP messages over SSL connections. In the header of the SOAP messages are authentication and authorization (AA) credentials required to determine if the request should be processed. OSCARS makes this determination by checking these credentials against an internal database that contains user and attribute information. Section 3 provides further detail on the security and AA mechanisms utilized in this implementation.

Topology exchange and path computation are implemented in multiple ways for this implementation. All topology is described using the NMWG control plane XML schema
 in development by DICE. This schema is wrapped inside a web service message that is exchanged between IDCs. OSCARS handles the web service message exchange, but multiple methods for storing the topology and calculating paths are supported. Our initial implementation provides three examples of this. Details of these three examples and topology exchange in general are provided in Section 4.

Resource scheduling is handled by the OSCARS Bandwidth Scheduling Subcomponent (BSS). A resource scheduling request contains reservation parameters such as path information, bandwidth, and start/end times. Path information may consist of only a source and destination endpoint or an entire unconfirmed loose hop path (ULP). A request containing only a source and destination requires the BSS to calculate a path for the requester (possibly by going to another software component). When the BSS receives a request it determines if the desired resources (such as bandwidth) are available. Additionally it generates a global reservation identifier (GRI) and token that can be used later at the signaling layer. The GRI design and token generation are two important contributions of the University of Amsterdam’s Phosphorus project at this layer. Further details on resource scheduling are provided in Section 5.

Finally, signaling is the mechanism by which a client or domain can initiate path setup. Client signaling is supported through the use of either XML signaling messages or the Resource Reservation Protocol (RSVP). For this implementation, OSCARS handles XML signaling messages and the DRAGON Virtual Label Switched Router (VLSR) handles RSVP. Each of these components is capable of processing secure tokens generated at the resource scheduling layer. An API from University of Amsterdam’s Phosphorus project validates the tokens received from clients. In addition to client-initiated signaling, domain-initiated path setup is also supported through the use of the OSCARS path setup scheduler. Further details on signaling and path setup are provided in Section 6.
3. AA and Security

Securing the web service messages from end-client requests and exchanged between IDCs requires mechanisms to handle encryption, message integrity, authentication, and authorization. Secure Socket Layer (SSL) over HTTP handles message encryption and authentication of the server to the client. Client authentication and authorization credentials are obtained using X.509 certificate and Secure Assertion Markup Language (SAML) tokens in the SOAP header as specified by the OASIS Web Service Security (WSS) specification
. Remaining authorization is performed through the use of OSCARS’ internal authorization model. The remainder of this section discusses each of these topics in further detail.
3.1 Encryption
3.1.1 Secure Socket Layer (SSL)


SSL provides a simple mechanism to encrypt messages. Most web servers support this protocol and implementation is a matter or configuring the web server correctly. Also, as part of the SSL protocol, the server authenticates itself to the client. For this implementation, however, the client is not required to authenticate itself to the server at the SSL layer. While SSL does allow for client authentication, the authentication is handled by the web server not the application. Most web servers by default only use client authentication for simple access control. For richer AA either a special module needs to be written for each flavor of web server on which the software is deployed or the AA needs to be delegated to a protocol closer to the application layer. The solution described uses the latter approach by using widely-accepted security standards at the SOAP messaging layer as described in the next section.

3.2 Authentication and Authorization (AA)

3.2.1 Web Service Security (WSS) and SAML

The Web Service Security Standard (WSS) by OASIS provides a way to include message signatures, authentication tokens, and authorization credentials in the header of a SOAP message. Below is an example of a SOAP message with a WSS security header:

	<?xml version='1.0' encoding='UTF-8'?>

<soapenv:Envelope xmlns:soapenv="http://www.w3.org/2003/05/soap-envelope">

    <soapenv:Header>

        <wsse:Security xmlns:wsse="http://docs.oasis-open....wss-wssecurity-secext-1.0.xsd" 

            soapenv:mustUnderstand="true">

            <!-- X.509 Certificate -->

            <wsse:BinarySecurityToken 

                xmlns:wsu="http://docs.oasis-open...oasis-200401-wss-wssecurity-utility-1.0.xsd" 

                EncodingType="http://docs...oasis-200401-wss-soap-message-security-1.0#Base64Binary" 

                ValueType="http://docs...oasis-200401-wss-x509-token-profile-1.0#X509v3" 

                wsu:Id="CertId-1776694">

                    MIIDSDsdSAD...ASdcaLKfRyOJTw==

            </wsse:BinarySecurityToken>

            <!-- SAML Assertion -->

            <saml2:Assertion xmlns:saml2="urn:oasis:names:tc:SAML:2.0:assertion"

                             xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance" 

                             xmlns:xs ="http://www.w3.org/2001/XMLSchema"

                             saml2:Version="2.0"

                             saml2:ID="_saml12345678"

                             saml2:IssueInstant="2007-05-24T17:25:56.271Z"> 

                <saml2:Issuer 

                    saml2:Format="urn:oasis:names:tc:SAML:1.1:nameid-format:X509SubjectName">

                    CN=Internet2DC, OU=Internet2, O=Internet2, ST=Michigan, C=US

                </saml2:Issuer>

                <saml2:Subject> 

                    <saml2:NameID 

                        saml2:Format="urn:oasis:names:tc:SAML:1.1:nameid-format:X509SubjectName"> 

                            CN=andy, OU=Internet2, O=Internet2, ST=Michigan, C=US

                    </saml2:NameID> 

                    <saml2:SubjectConfirmation Method="urn:oasis:names:tc:SAML:2.0:cm:holder-of-key>

                         <ds:KeyInfo>

                             <ds:X509Data>TGHANND....123HSFB</X509Data> <!-- Originating domain -->

                         </ds:KeyInfo>

                    </saml2:SubjectConfirmation>

                </saml2:Subject> 

                <!-- Conditions -->

                <saml2:ProxyRestriction saml2:Count="10"/>

                <!-- Attributes -->

                <saml2:Statement>

                        <saml2:Attribute saml2:Name="role">

                            <saml2:AttributeValue xsi:type="xs:string">

                                I2-Developer

                            </saml2:Attribute>

                        </saml2:Attribute>

                </saml2:Statement> 

            </saml2:Assertion>

            <!-- Timestamp -->

            <wsu:Timestamp 

                xmlns:wsu="http://docs...oasis-200401-wss-wssecurity-utility-1.0.xsd" 

                wsu:Id="Timestamp-10365435">

                <wsu:Created>2007-05-24T17:25:56.271Z</wsu:Created>

                <wsu:Expires>2007-05-24T17:30:56.271Z</wsu:Expires>

            </wsu:Timestamp>

            <!-- Signature -->

            <ds:Signature xmlns:ds="http://www.w3.org/2000/09/xmldsig#" Id="Signature-9319143">

                <ds:SignedInfo>

                    <ds:CanonicalizationMethod Algorithm="http://www.w3.org/2001/10/xml-exc-c14n#" />

                    <ds:SignatureMethod Algorithm="http://www.w3.org/2000/09/xmldsig#rsa-sha1" />

                    <!-- Include SAML assertion -->

                    <ds:Reference URI="#_saml12345678">

                        <ds:Transforms>

                            <ds:Transform Algorithm="http://www.w3.org/2001/10/xml-exc-c14n#" />

                        </ds:Transforms>

                        <ds:DigestMethod Algorithm="http://www.w3.org/2000/09/xmldsig#sha1" />

                        <ds:DigestValue>knmdcnajlhvancvmu=</ds:DigestValue>

                    </ds:Reference>

                    <!-- Include SOAP body -->

                    <ds:Reference URI="#id-12910198">

                        <ds:Transforms>

                            <ds:Transform Algorithm="http://www.w3.org/2001/10/xml-exc-c14n#" />

                        </ds:Transforms>

                        <ds:DigestMethod Algorithm="http://www.w3.org/2000/09/xmldsig#sha1" />

                        <ds:DigestValue>KlEoI/z7lMV91V5ksKsmHCpMvmc=</ds:DigestValue>

                    </ds:Reference>

                   <!-- Include Timestamp-->

                    <ds:Reference URI="#Timestamp-10365435">

                        <ds:Transforms>

                            <ds:Transform Algorithm="http://www.w3.org/2001/10/xml-exc-c14n#" />

                        </ds:Transforms>

                        <ds:DigestMethod Algorithm="http://www.w3.org/2000/09/xmldsig#sha1" />

                        <ds:DigestValue>pJzRLjjwRVGm/Re2RZ2elSeoR+0=</ds:DigestValue>

                    </ds:Reference>

                </ds:SignedInfo>

                <ds:SignatureValue>

                    Yms...FS04=

                </ds:SignatureValue>

                <ds:KeyInfo Id="KeyId-751354">

                    <wsse:SecurityTokenReference 

                        xmlns:wsu="http://docs...oasis-200401-wss-wssecurity-utility-1.0.xsd" 

                        wsu:Id="STRId-5324016">

                            <wsse:Reference URI="#CertId-1776694" 

                                ValueType="http://...oasis-200401-wss-x509-token-profile-1.0#X509v3"/>

                    </wsse:SecurityTokenReference>

                </ds:KeyInfo>

            </ds:Signature>

        </wsse:Security>

    </soapenv:Header>

    <soapenv:Body 

         xmlns:wsu="http://docs...oasis-200401-wss-wssecurity-utility-1.0.xsd" wsu:Id="id-12910198">

        <!-- message goes here -->

    </soapenv:Body>

</soapenv:Envelope>



One of the first things listed in the message is the <wsse:BinarySecurityToken> element that contains the X.509 certificate of the message sender. If the X.509 is signed by a trusted CA then a trust relationship can be established between the sender and receiver of the message. Also, the subject of this certificate is used to authenticate the sender and associate the request with a specific user account. Finally, the certificate is used to verify the message signature included later in the message. 

The next major element, <saml2:Assertion>, is a SAML attribute assertion about the original requester. In the example the Issuer of the assertion is the original domain that received a request and the Subject is the end-user that originally sent the request. The original domain's X.509 certificate is included in the assertion as a means to verify its identity. The first implementation assumes that a domain receiving a SAML assertion can either verify its identity or ignores SAML assertions. Also included in the SAML assertion is a condition that indicates the number of times an assertion can be used to make other assertions before it is invalid. While not required, it is part of the SAML specification that may be useful. The last portion of the SAML assertion contains attributes about the subject. These attributes may be used to make authorization decisions about this request. [NOTE: SAML headers will not be included in the initial implementation. They are included in this document because they will be part of future releases beyond September 2007.]

 Directly following the SAML assertion is the <wsu:Timestamp> element  that defines when the provided security information was created and expires. It is also included in the message signature. The last major element, <ds:Signature>, contains information on what is signed (in this case the timestamp, message body, and SAML assertion), the value of the signature, and the key that can be used to verify it (in the sample case the public key contained within the included X.509). This signature verifies message integrity to the receiving domain controller. Since both the SAML assertion and message body are included in the signature, it can be safely assumed that neither was tampered with once the signature is verified.

3.2.2 OSCARS Authorization Model

Once the issuer of a request is authenticated, the OSCARS model of authorization is applied to determine if the user has the necessary permissions needed to fulfill the request. The OSCARS authorization model consists primarily of the following:

· Resources – elements on which some type of requested action may be performed. Examples include reservations, topology, and users.
· Permissions – actions that can be performed on resources. Permissions may also have constraints which further limit the extent to which an action can be taken.
· User attributes – properties of a user or group of users that have associated permissions and resources used for authorization decisions.
The design is flexible enough that new resource, permission, and attribute types can be added as they are needed. For more information on the OSCARS authorization model, see the document entitled “OSCARS Access Policy”
.
4. Topology Exchange

Topology exchange is the sharing of some set of real or abstract information about a control plane network and its underlying dataplane capabilities. Topology exchange happens between IDCs and supplies enough information to allow for a multi-domain path calculation. Path calculation results can then be used by resource scheduling and signaling layers to perform their assigned tasks
. The topology exchange layer can be broken into the following functional components:

1. Topology Description

2. Message Exchange Protocol

3. Topology Storage
4. Path Computation
The remainder of this section describes ESnet/Internet2’s implementation of each functional component and provides an example of their interaction.
4.1 Topology Description
4.1.1 Topology Description XML Schema

This implementation uses the NMWG control plane XML schema
 developed by DICE to describe topology. The root of the schema is the topology element that hierarchically describes network control devices of one or more administrative domains. The structure of this hierarchy is: 
· Domain – a set of real or abstract network control devices that share a common set of properties such as administrator(s)
· Node – a child of domain that represents a real or abstract network control device

· Port – a child of node which represents a real or abstract point where other network control device(s) connect or could possibly connect

· Link – a child of port that represents a real or abstract connection or possible connection between network control devices
Within each of these elements is relevant information such as domain IDC location, port/link capacity, and technology specific capabilities. See the schema definition for a complete listing of information elements
.
4.1.2 Topology Element Identifiers
Domain, node, port, and link elements each have unique identifiers. Since domain is the root of the hierarchy, it is the only element that must have an identifier globally unique across administrative boundaries. For the first implementation, the uniqueness of a domain identifier is achieved by basing its value on the advertiser’s Autonomous System (AS) number. The node, port, and links identifiers must only be unique within their parent, and therefore the naming conventions for these identifiers are left to the local domain administrator.
Identifiers allow domain, node, port, and link element references internally by descriptions formatted in the schema and externally by entities using these descriptions. Since each identifier is only unique within its parent, referencing an element where the parent is not implied requires an “absolute” identifier. An absolute identifier includes not only the local identifier of the element being referenced, but also the identifiers of all its ancestors up to domain. A uniform resource name (URN)
 
 is the format of absolute identifiers that reference elements described in the schema. Listed below are examples of URN references to a domain (1), node (2), port (3), and link(4):
1. urn:ogf:network:domain-id
2. urn:ogf:network:domain-id:node-id
3. urn:ogf:network:domain-id:node-id:port-id
4. urn:ogf:network:domain-id:node-id:port-id:link-id
In the examples above, “urn:ogf:network” is a prefix included in every absolute identifier and linked to the namespace of the topology schema. This prefix is followed by a colon-delimited list of element identifiers ordered from oldest ancestor to the child element being referenced.  Ancestors of an element can therefore be inferred by examining the absolute identifier of an element. Absolute identifiers are a concept used throughout this document.
4.1.3 Topology Edges

The topology schema specifies connections between network control devices using link elements. Specifically, link elements contain fields that specify a connection to a link on a remote network control device. This remote link can be specified in the remoteLinkId field using its absolute identifier in URN format. Neighboring domains that share topology in the NMWG control plane format are able to specify remoteLinkIds because each has defined domain, node, port, and link ids in their topology descriptions. 
It is also possible, though, that a domain has neighbors not participating in topology exchange, but that connect to the network and would like to participate in the control plane. These neighbors could be of many forms including user end-hosts or a site’s local network. Although no topology description exists for these neighbors, in reality they are connected to the network and capable of using the control plane. In other words, a link does exist in terms of the control topology; however, specifying its remoteLinkId cannot be done in the usual manner. This is because there is no topology description that defines domain, node, port, and link ids. Instead, the following special case URN has been defined that indicates a link has a possible connection, but that the neighbor is not participating in topology exchange:

· urn:ogf:network:cloud [NOTE: This hasn’t been officially defined yet.]
This URN indicates that something may be connected to the network, but further information about it cannot be provided at by the topology exchange layer. If further information is required about an element, the requesting entity must go to a “lookup” service that can identify what is connected at this point. See Section 7 for an example of this implementation’s lookup service.

4.2 Topology Exchange Messaging Protocol

4.2.1 Push and Pull Models

In addition to describing a topology, there must also be a protocol that defines the mechanisms for exchanging topology descriptions. There are two basic models for such a protocol: push and pull. In the push model, a domain periodically sends (pushes) its local topology (possibly abstracted) or global topological view to domains with which it wishes to share. In the pull model, a domain periodically requests (pulls) another domain’s topology (possibly abstracted) or global topological view from that domain’s IDC.
 This implementation uses the pull model for the sake of simplicity. Periodically the IDC reads a static list of IDCs and pulls topology from each using the web service message formats described in the next section. At a minimum the list must be an IDC’s neighbors but it may include other IDCS depending on the exact implementation of the pull model. The topology returned may just be the responding domain’s topology only or it may be that domain’s view of the global topology. In the case it is just the responding domain’s topology, it is up to the local domain to recursively resolve the topology of domains beyond its direct neighbors. The exact topology returned is still a point of discussion.
4.2.2 Message Formats: getNetworkTopology and getNetworkTopologyResponse

In this implementation, topology pulls are performed between domains using a web service request that consists of a getNetworkTopology message and a response that contains a getNetworkTopologyResponse message
. A getNetworkTopology message contains one field, topologyType, which for this implementation can take the value of “all”. This indicates that all of the topology a domain is willing to share should be returned. In the future additional values may be defined that allow for responses containing other information (i.e. only the updated portions of a topology since the last request). The getNetworkTopologyResponse returned contains a topology element in the NMWG control plane schema that describes the requested topology. The topology returned may be abstract or real depending on what the responding domain is willing to share. Examples of these message formats are included in Section 4.4.
4.2.3 Initiating a Topology Pull

A topology pull should occur periodically to keep topology information accurate as changes occur in the network. This implementation assumes that the topology information described is relatively static. For example, each new reservation does not require a change to be made in the topology description. Instead, determining the resource availability effects of a reservation on the topology is delegated to the resource scheduling layer (see Section 5). Due to this assumption, topology pulls need only to occur every few minutes (or possibly longer).
 The IDC must be notified when it needs to make a topology pull. For this implementation a web service message, initiateTopologyPull, indicates an IDC should begin pulling topology from its neighbors. This web service call is made by an internal script that runs a scheduled thread to notify the IDC. It is important to note that initiateTopologyPull is only called by this script, and no other domain or client should have permission to use it. The reason for such a web service call is to keep communication between IDCs within the application server so that persistent SSL connections may be used. Other implementations may notify their IDC when to pull topology anyway they wish; the initiateTopologyPull web service call is specific to this implementation. 
4.3 Topology Storage and Path Calculation
4.3.1 Topology Database and Path Computation Methods

IDCs must not only be able to send and receive topology information, but also retrieve and store topology information in a database. Storing topology allows it to be later used in a multi-domain path calculation. A domain’s method of storing topology and calculating a path is specific to that domain. For this implementation, three example methods of storing topology and calculating a path are available. The IDC’s modular design also allows other topology database and path computation elements to be created and used by extending a defined pragmatic interface.
4.3.2 Example: TERCE


One configuration this implementation supports is the storage of topology information and the calculation of paths with the DRAGON project’s Traffic Engineering and Route Computation Element (TERCE). The first domain in Diagram 1 shows an example of such a configuration. The IDC contacts the TERCE through a separately defined web service interface referred to as the TERCE-WS
. The TERCE-WS is defined in a manner generic enough that it can support underlying components other than the TERCE (see Section 4.3.3).

The TERCE maintains an OSPF-TE database that stores all topology. The IDC passes topology in the NMWG control plane XML schema to the TERCE-WS when it needs to insert topology into the database (i.e. after receiving a getNetwokrTopologyResponse). The TERCE-WS then converts that information to OSPF-TE link-state advertisements (LSA) and inserts them into the TERCE database. Likewise, when the IDC retrieves information from the database the TERCE-WS converts from the OSPF-TE format to the NMWG control plane schema so that it can be shared with other domains.

The TERCE is also capable of calculating a path on the topology it stores. The IDC may request a path with parameters such as source link, destination link, bandwidth and VLAN tag. The TERCE returns an unconfirmed loose hop path (ULP) taking into account the given constraints. It should be noted that constraints such as bandwidth and VLAN tag is taken into account based only on what is advertised during topology exchange. Determining the availability of these resources by taking into account reservations is left to the resource scheduling phase.
4.3.3 Example: Static XML Files


A second configuration available uses the TERCE-WS interface (see section 4.3.2) and accesses topology and path information in a set of static XML files. The second domain in Diagram 1 (see Appendix A) shows an example of this configuration. Accessing topology information looks exactly the same to the IDC as if it were accessing a TERCE. The purpose of this configuration is to provide a simple alternative during testing or the development of more complicated topology database/path computation components.

Topology is retrieved by contacting the TERCE-WS which then reads a static file with topology information in the NMWG XML schema. The content of the file is returned to the IDC and can be shared with other domains. Topology insertion does not actually occur under this configuration. When the TERCE-WS receives a request to insert topology it simply discards the information and returns as if the topology was inserted. This is primarily for testing purposes.

Path computation is performed by contacting the TERCE-WS which then looks up a path in an XML file that indexes routes by source link and destination link. The path is stored in the format specified by the NMWG topology schema path type (basically a list of absolute URNs to link elements). This path can then be used by the IDC just as if it were returned by a component capable of dynamically calculating a path.
4.3.4 Example: Other

Currently in development is a third solution that utilizes the eXtended MetaData Registry (XMDR) projects and the OSCARS scheduling database (see Section 5.2.1). Information about this solution will be added to a future version of this document.
4.4 Topology Exchange Example

4.4.1 Example
The following example references Diagram 1 in Appendix A and demonstrates the pull model model of topology exchange:
1. An administrator manually enters domains that are neighbors into OSCARS scheduling database (“Sched.” In Diagram 1) in Domain 1

2. (top-req) Domain 1's “Update Topology” script periodically initiates a topology pull by contacting the local IDC via web services. 

	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

        <m:initiateTopologyPull xmlns:m="http://oscars.es.net/OSCARS">

            <m:topologyType>all</m:topologyType>

        </m:initiateTopologyPull >

    </soap:Body>

</soap:Envelope>


3. (top-pol) The request is authenticated and authorized as an account with permissions to tell the IDC to pull topology from its neighbors.
4. (top-call) The neighbor domains are all pulled from the scheduling database (“Sched.”).
5. (top-fw) A getNetworkTopology request is passed to the forwarder.
6. (top-inter) OSCARS pulls out a persistent connection from a connection pool and contacts each neighbor via web services. In Diagram 1 Domain 2 is the only neighbor. [NOTE: Persistent SSL connections are a future feature beyond September 2007]
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

        <m:getNetworkTopology xmlns:m="http://oscars.es.net/OSCARS">

            <m:topologyType>all</m:topologyType>

        </m:getNetworkTopology>

    </soap:Body>

</soap:Envelope>


6. (top-pol) Domain 2 authenticates the request and verifies that Domain 1 has permissions to request topology.

7. (top-call) The request is passed to the topology component for processing

8. (top-terce/top-other) The topology to be shared is retrieved from the underlying topology database (See Section 4.3 for specific topology database examples)
9. (top-inter) The topology is formatted as XML and returned to Domain 1

	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle=http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers go here -->

    <soap:Body>

        <m:getNetworkTopologyResponse xmlns:m="http://oscars.es.net/OSCARS">

            <ctrlp:topology id="…"

              xmlns:ctrlp="http://ogf.org/schema/network/topology/ctrlPlane/20070707/">
                <!-- Topology information goes here -->

            </ctrlp:topology>

        </m:getNetworkTopologyResponse>

    </soap:Body>

</soap:Envelope>


10. (top-terce/top-other) Domain 1’s OSCARS sends the retrieved topology to the underlying topology database for insertion. It is assumed the underlying topology database handles resolving any conflicts between existing and new topology. (See Section 4.3 for specific database examples)
11. (top-req) Domain 1 returns status of request to “Topology Updater” script.

	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers go here -->

    <soap:Body>

        <m:initiateTopologyPullResponse>

            <m:resultMsg>SUCCESS</m:resultMsg>

        </m:initiateTopologyPullResponse >

    </soap:Body>

</soap:Envelope>


5.  Resource Scheduling

Resource scheduling is the layer at which a client requests a certain amount of network resources (i.e. bandwidth) along a path during a specified timeframe. It is the goal of the IDC to return a confirmed loose hop path (CLP) that meets the requirements of the client’s request. The difference between a CLP and ULP is that each domain has verified the requested resources along a CLP. This implementation heavily leverages the OSCARS resource scheduling framework to generate CLPs. This framework consists of a defined messaging protocol and set of components capable of managing reserved resources. The remainder of this section describes this framework and its components in further detail.

5.1 Resource Scheduling Messaging Protocol
5.1.1 Message Formats: createReservation and createReservationResponse

The primary messages used at the resource scheduling layer are createReservation and createReservationResponse. These messages are passed between clients and the IDC. They are also wrapped inside forward and forwardResponse messages passed in between IDCs (see Section 5.1.2). 

The createReservation message contains information about the resource requirements of a reservation. This includes bandwidth, start time, and end time. It also includes path information as described in Section 5.1.2 and the signaling method to be used for path setup. Signaling methods include “user-xml” (Section 6.1), “user-rsvp” (Section 6.2), and “domain” (Section 6.3). 
The createReservationResponse message returns the status of the reservation request, the confirmed loose hop path(CLP), and information that can be used at the signaling and monitoring layers (if the request is successful). This information includes a global reservation identifier that references the reservation in each domain along its path and a token that can be used to authorize signaling requests. More information about global reservation IDs and tokens is provided in Section 5.2.3.
5.1.2 Specifying a Path and Endpoints
 
A createReservation request may specify path information in multiple ways. Path parameters may vary depending on the amount of information a client has about a path and the type of circuit being requested. A client may specify only a source and destination endpoint if it has no information about a path. In such a case the IDC performs a path computation on behalf of the client by contacting the configured path computation element (see Section 4.3). Requests for circuits across a layer 3 enabled infrastructures may specify endpoints using standard IPv4 addresses or DNS names. For other circuit types, such as layer 2 circuits, endpoints are specified using absolute link identifiers in URN form (see Section 4.1) or a name that can be mapped to an absolute link identifier by a lookup service (see Section 7).

It is also possible that a client may have enough information to specify the path a reservation should take. In such a case the createReservation request may contain a path in the form of the NMWG control schema path element. At a minimum the path must contain an absolute identifier of the ingress and egress link in every domain. It may also contain intermediate nodes that may or may not be honored by each domain’s IDC.

Whether a client specifies just the endpoints or an entire ULP, a request may optionally contain parameters specific to a requested circuit type. For layer 2 circuits the only additional parameter is one or more acceptable VLAN tags. For circuits across layer 3 infrastructures, parameters such as the source and destination TCP/UDP port, transport protocol, and DSCP settings may be included. For MPLS circuits, the burst limit and label-switched path (LSP) class can be specified. The OSCARS web service description contains a complete list of these values
.
5.1.3 Forwarding Messages between Domains


Messages forwarded between IDCs contain additional information not necessarily included between other clients and an IDC. The forward message type is used to pass requests between IDCs. A forward request contains a createReservation message, and therefore possesses all the information of the original client’s createReservation request. In addition, messages between IDCs MUST specify an unconfirmed loose hop path (ULP) that is confirmed by each IDC in the path. This is optional for client requests but not for requests between IDCs. The ULP provided is either the path specified in the original client request or the ULP calculated using the original client’s given endpoints. In addition, the first IDC in the path must generate a global reservation identifier (GRI) for inclusion in each subsequent forward message. The first domain calculates the GRI so that it can be used in any logging or error reporting that occurs before reaching the last IDC. Finally, the authentication credentials passed between IDCs is not that of the original client. Instead the credentials are those of the IDC sending the forward message. End-client information is still provided, though, as a SAML assertion containing an identifier and attributes about the original client (see Section 3.2)

An IDC returns a forwardResponse message after processing a forward request. A forwardResponse message contains a createReservationResponse message. The information in a forwardResponse message is the same status, GRI, token, and path information included in the createReservationResponse sent to the original client. For an example of the request and response messages passed between IDCs see Section 5.3.
5.2 Resource Scheduling Management

5.2.1 Scheduling Database

The OSCARS scheduling database is used to store all reservations an IDC approves. A relational database table stores the reservation requester, start/end time, bandwidth, and other reservation parameters. It also stores the local path and pointer to the next domain that a reservation traverses. The local path references other tables in the same relational database that track the local topology of nodes, ports and links. A query about a particular reservation can therefore be used to determine exactly which links it traverses within the local domain. This type of query is used by the scheduling algorithm to determine if a link has reached its maximum reservable capacity (see Section 5.2.2). The scheduling database also maintains a list of neighboring domains and the URL to their IDCS. This allows for a quick lookup when another IDC needs to be contacted. The manner in which the local topology and listed domains is updated is domain specific.
5.2.2 Scheduling Algorithm


The IDC currently uses a very simple scheduling algorithm. When a reservation request is made for a certain timeframe, the IDC queries the scheduling database for every reservation that is active at any time during the requested period (including those that are not active the entire period) on the links of the current request’s path. It then sums the bandwidth used by each of these reservation on each link. The request is denied if the summed bandwidth is greater that the maximum reservable capacity on a link. Since the current algorithm assumes one contiguous timeslot, it is possible that the scheduling algorithm may determine a link is oversubscribed when there is in fact bandwidth available. This may occur when there are multiple non-overlapping reservations in the database that do not last the entire duration of the current request. A more advanced scheduling algorithm is the subject of future work.
5.2.3 Global Reservation Identifiers and Token Generation


The IDC must also generate global reservation identifiers (GRI) and signaling tokens for resource scheduling requests. The IDC of the first domain in a path generates the GRI and forwards it to downstream IDCs. The same GRI can be used to reference a particular reservation in every domain of that reservations’ path. For this implementation, a GRI is generated by concatenating the first domain’s ID as specified in its topology description (see Section 4.2.1) and a locally unique identifier.  The generation of a locally unique identifier is domain specific. Since a domain ID is unique between administrative domains and a local identifier is unique within a domain, the concatenation of these elements is globally unique. The same GRI can therefore be used to reference a reservation in any domain it traverses. 

The last domain’s IDC may also generate a signaling token for requests where an end-client will signal a path at setup time. For more information on the use of tokens at the signaling layer see Section 6.3. For this implementation, a portion of the token is a signed hash calculated by passing certain reservation parameters (i.e. endpoints, start/end time) and a symmetric key to a HMAC-SHA1 algorithm. The first four characters of the signed hash are appended to the GRI to generate the token. An API provided by the University of Amsterdam’s Phosphorus
 project generates the symmetric key, calculates the hash, and forms the token. In this implementation only the token and not the symmetric key is passed back to upstream IDCs and the end-client. Verification of the token during signaling is described in Section 6.
5.3 Resource Scheduling Example

5.3.1 Example

The following example references Diagram 1:
1. (res-req) User sends createReservation request to Domain 1

	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

        <m:createReservation xmlns:m="http://oscars.es.net/OSCARS">

            <m:startTime>1179755264</m:startTime>

            <m:endTime>1179755864</m:endTime>

            <m:bandwidth>1000</m:bandwidth>

            <m:description>Example reservation</m:description>

            <m:pathInfo>

               <m:pathSetupMode>user-xml</pathSetupMode>

               <m:layer2Info>

                   <m:srcEndpoint>urn:ogf:network:domain1:node1:port1:link1</m:srcEndpoint>

                   <m:destEndpoint>urn:ogf:network:domain3:node2:port2:link1</m:destEndpoint>

               </m:layer2Info>

            </m:pathInfo>

        </m:createReservation>

    </soap:Body>

</soap:Envelope>


2. (res-pol) IDC authenticates and authorizes against internal database

3. (res-call) Request passed to the “Scheduler” component

4. (res-terce/res-other) IDC calls findPath from TERCE-WS or other path computation element* (XML sample below demonstrates case where TERCE-WS is used)
	<?xml version='1.0' encoding='UTF-8'?>

<soapenv:Envelope xmlns:soapenv="http://www.w3.org/2003/05/soap-envelope">

    <soapenv:Body>

        <ns1:findPath xmlns:ns1="http://hopi.internet2.edu/DRAGON/TERCE/RCE"  

           ns1:bidirectional="true" ns1:allvtags="true">

            <ns1:srcEndpoint> urn:ogf:network:domain1:node1:port1:link1</ns1:srcEndpoint>

            <ns1:destEndpoint> urn:ogf:network:domain3:node2:port2:link1</ns1:destEndpoint>     

        </ns1:getUnconfirmedPath>

    </soapenv:Body>

</soapenv:Envelope>


4. (res-terce/res-other) TERCE-WS or other path computation elements returns path of unconfirmed hops* (XML sample below demonstrates case where TERCE-WS is used)
	<?xml version='1.0' encoding='UTF-8'?>

<soapenv:Envelope xmlns:soapenv="http://www.w3.org/2003/05/soap-envelope">

    <soapenv:Body>

        <ns1:getUnconfirmedPathResponse   

            xmlns:ns1="http://hopi.internet2.edu/DRAGON/TERCE/RCE"
            xmlns:ctrlp=" http://ogf.org/schema/network/topology/ctrlPlane/20070707/">

            <ctrlp:path id="path1">

               <ctrlp:hop id="1">

                  <ctrlp:linkIdRef>urn:ogf:network:domain1:node1:port1:link1</ctrlp:linkIdRef>
               </ctrlp:hop>

               <ctrlp:hop id="2">

                  <ctrlp:linkIdRef>urn:ogf:network:domain1:node2:port2:link1</ctrlp:linkIdRef>
               </ctrlp:hop>

               <ctrlp:hop id="3">

                  <ctrlp:linkIdRef>urn:ogf:network:domain2:node1:port1:link1</ctrlp:linkIdRef>
               </ctrlp:hop>

               <ctrlp:hop id="4">

                  <ctrlp:linkIdRef>urn:ogf:network:domain2:node2:port2:link1</ctrlp:linkIdRef>
               </ctrlp:hop>

               <ctrlp:hop id="5">

                  <ctrlp:linkIdRef>urn:ogf:network:domain3:node1:port1:link1</ctrlp:linkIdRef>
               </ctrlp:hop>
               <ctrlp:hop id="6">

                  <ctrlp:linkIdRef>urn:ogf:network:domain3:node2:port2:link1</ctrlp:linkIdRef>
               </ctrlp:hop>
            </ctrlp:path>
            <m:availableVtags>3100-3200, 3210-3220, 3300</m: availableVtags>

       </ns1:getUnconfirmedPathResponse>

    </soapenv:Body>

</soapenv:Envelope>


5. IDC checks each link against “Sched.” database for available bandwidth and looks for open VLAN tags in current range.  IDC then generates a local reservation id (for this example 1000) and appends it to the domain ID to form a global reservation identifier (GRI).
6. (res-fw) If path traverses multiple domains then request sent to forwarder

7. (res-inter)The  IDC passes the request to next domain. It uses Domain 1's X.509 certificate but passes end-user information in a signed SAML assertion 

	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

        <m:forward xmlns:m="http://oscars.es.net/OSCARS">

            <m:createReservation xmlns:m="http://oscars.es.net/OSCARS"
                xmlns:ctrlp=" http://ogf.org/schema/network/topology/ctrlPlane/20070707/">

                <m:globalReservationId>domain1-1000</m:globalReservationId>

                <m:startTime>1179755264</m:startTime>

                <m:endTime>1179755864</m:endTime>

                <m:bandwidth>1000</m:bandwidth>

                <m:description>Example reservation</m:description>

                <m:pathInfo>

                   <m:pathSetupMode>user</pathSetupMode>

                   <m:layer2Info>

                       <m:srcEndpoint>urn:ogf:network:domain1:node1:port1:link1</m:srcEndpoint>

                       <m:destEndpoint>urn:ogf:network:domain3:node2:port2:link1</m:destEndpoint>

                       <ctrlp:path id="path1">

                           <ctrlp:hop id="1">

                              <ctrlp:linkIdRef> 

                                  urn:ogf:network:domain1:node1:port1:link1

                              </ctrlp:linkIdRef>
                           </ctrlp:hop>
                           <ctrlp:hop id="2">

                              <ctrlp:linkIdRef> 

                                  urn:ogf:network:domain1:node2:port2:link1

                              </ctrlp:linkIdRef>
                           </ctrlp:hop>

                           <ctrlp:hop id="3">

                              <ctrlp:linkIdRef> 

                                  urn:ogf:network:domain2:node1:port1:link1

                              </ctrlp:linkIdRef>
                           </ctrlp:hop>
                           <ctrlp:hop id="4">

                              <ctrlp:linkIdRef> 

                                  urn:ogf:network:domain2:node2:port2:link1

                              </ctrlp:linkIdRef>
                           </ctrlp:hop>

                           <ctrlp:hop id="5">

                              <ctrlp:linkIdRef> 

                                  urn:ogf:network:domain3:node1:port1:link1

                              </ctrlp:linkIdRef>
                           </ctrlp:hop>
                           <ctrlp:hop id="6">

                              <ctrlp:linkIdRef> 

                                  urn:ogf:network:domain3:node2:port2:link1

                              </ctrlp:linkIdRef>
                           </ctrlp:hop>
                       </ctrlp:path>

                       <m:vtag>3100-3200, 3210-3220, 3300</m:vtag>

                   </m:layer2Info>

                </m:pathInfo>

            </m:createReservation>

        </m:forward>

    </soap:Body>

</soap:Envelope>


8. (res-pol) The next IDC authenticates and authorizes the request.
9. Steps 5-7 are repeated until last domain reached. When last domain is reached a token is generated for signaling.
10. (res-inter) A response is returned to each domain including a signaling token. IDC stores reservation in scheduling database when successful response received.
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:forwardResponse xmlns:m="http://oscars.es.net/OSCARS"
            xmlns:ctrlp=" http://ogf.org/schema/network/topology/ctrlPlane/20070707>

            <m:createReservationResponse>

                <m:tag>DomainN-276-domainM-2007-05-21</m:tag>

                <m:token>AF16domain1-1000</m:token>
                <m:globalReservationId>domain1-1000</m:globalReservationId>

                <m:status>PENDING</m:status>

                <ctrlp:path id="path1">

                    <ctrlp:hop id="1">

                        <ctrlp:linkIdRef> 

                            urn:ogf:network:domain1:node1:port1:link1

                        </ctrlp:linkIdRef>
                     </ctrlp:hop>
                     <ctrlp:hop id="2">

                        <ctrlp:linkIdRef> 

                            urn:ogf:network:domain1:node2:port2:link1

                        </ctrlp:linkIdRef>
                     </ctrlp:hop>

                    <ctrlp:hop id="3">

                        <ctrlp:linkIdRef> 

                            urn:ogf:network:domain2:node1:port1:link1

                        </ctrlp:linkIdRef>
                     </ctrlp:hop>

                    <ctrlp:hop id="4">

                        <ctrlp:linkIdRef> 

                            urn:ogf:network:domain2:node2:port2:link1

                        </ctrlp:linkIdRef>
                     </ctrlp:hop>

                    <ctrlp:hop id="5">

                        <ctrlp:linkIdRef> 

                            urn:ogf:network:domain3:node1:port1:link1

                        </ctrlp:linkIdRef>
                     </ctrlp:hop>

                    <ctrlp:hop id="6">

                        <ctrlp:linkIdRef> 

                            urn:ogf:network:domain3:node2:port2:link1

                        </ctrlp:linkIdRef>
                     </ctrlp:hop>

                </ctrlp:path>

            </m:createReservationResponse>

        </m:forwardResponse>

    </soap:Body>

</soap:Envelope>


11.  (res-req) Response returned to user

	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

        <m:createReservationResponse xmlns:m="http://oscars.es.net/OSCARS"

            xmlns:ctrlp=" http://ogf.org/schema/network/topology/ctrlPlane/20070707>

            <m:tag>DomainN-276-domainM-2007-05-21</m:tag>

            <m:token>AF16domain1-1000</m:token>

            <m:globalReservationId>domain1-1000</m:globalReservationId>

            <m:status>PENDING</m:status>

            <ctrlp:path id="path1">

                <ctrlp:hop id="1">

                    <ctrlp:linkIdRef> 

                        urn:ogf:network:domain1:node1:port1:link1

                    </ctrlp:linkIdRef>

                 </ctrlp:hop>

                 <ctrlp:hop id="2">

                    <ctrlp:linkIdRef> 

                        urn:ogf:network:domain1:node2:port2:link1

                    </ctrlp:linkIdRef>

                 </ctrlp:hop>

                <ctrlp:hop id="3">

                    <ctrlp:linkIdRef> 

                        urn:ogf:network:domain2:node1:port1:link1

                    </ctrlp:linkIdRef>

                 </ctrlp:hop>

                <ctrlp:hop id="4">

                    <ctrlp:linkIdRef> 

                        urn:ogf:network:domain2:node2:port2:link1

                    </ctrlp:linkIdRef>

                 </ctrlp:hop>

                <ctrlp:hop id="5">

                    <ctrlp:linkIdRef> 

                        urn:ogf:network:domain3:node1:port1:link1

                    </ctrlp:linkIdRef>

                 </ctrlp:hop>

                <ctrlp:hop id="6">

                    <ctrlp:linkIdRef> 

                        urn:ogf:network:domain3:node2:port2:link1

                    </ctrlp:linkIdRef>

                 </ctrlp:hop>

            </ctrlp:path>

        </m:createReservationResponse>
    </soap:Body>

</soap:Envelope>


6. Signaling


Signaling is the process by which a reserved path is created. Signaling may be initiated by an end-client or a domain. The process by which a domain configures its local network in response to a signaling message is domain-specific. This implementation supports three signaling scenarios:
1. Client initiated XML signaling

2. Client initiated RSVP signaling 
3. Domain initiated signaling

The remainder of this section describes each of these signaling scenarios in further detail.
6.1 XML Messaging Protocol
6.1.1 Message Formats: createPath and createPathResponse

A client sends a createPath XML web service message during a reserved timeframe to initiate path setup of a circuit. A createPath message includes a global reservation identifier (GRI) and an optional signaling token generated during the resource scheduling phase (see Section 5.2.3). The IDC uses the given information to associate a signaling request with a previous reservation made at the resource scheduling layer. Section 6.1.4 describes the use and validation of tokens in an XML signaling message.


The first task an IDC performs after receiving a createPath message is forwarding it to the IDC of the next domain in the reservation path. Finding the reservation path and next domain is a matter of looking up this information in the resource scheduling database. The IDCs pass forward messages between domains containing the original createPath request. No modifications or additions are made to the GRI or token.

When the last IDC receives the request, it configures its local network to meet the reservation requirements. It then passes a response to the previous IDC in a forwardResponse message type containing a createPathResponse message. The only values in the createPathResponse message are the GRI and a status string that indicate if the request was successful. Each upstream domain then configures its local portion of the path and passes back a response until a createPathResponse message is returned to the client. Assuming the request was successful, the reserved circuit is in place when the process completes.
6.1.2 Message Formats: refreshPath and refreshPathResponse

A refreshPath message is sent periodically to maintain a previously signaled path. A refreshPath message contains a GRI and signaling token. An IDC responds to a refreshPath message with a refreshPathResponse that indicates the path’s status. The format and basic forwarding process of these messages is identical to that of creating a path (see Section 6.1.1).
A refreshPath should be sent on the order of every few minutes. The IDC acts as a centralized XML signal processor in this implementation, so an interval of a few minutes rather than a few seconds (such as in RSVP) should help reduce its load while also providing adequate checking. A path should be removed if a refreshPath is not received within the interval or if a refreshPathResponse indicates a failure.
6.1.3 Message Formats: teardownPath and teardownPathResponse

A teardownPath message indicates that a circuit previously initiated by a createPath message should be removed. The parameters of this message type included the GRI and token. An IDC returns teardownPathResponse indicating the result of a teardownPath request. The format and forwarding of these messages are identical to other XML signaling message types. Each IDC that receives this request type reconfigures its network in a domain specific manner so that the previously created circuit no longer exists.
6.1.4 Token Verification


Tokens are used to link a resource scheduling request with a signaling request. A token validation service (TVS) developed by the Phosphorus project is used to verify tokens included in XML signaling messages. The TVS takes the form of a function library in this scenario. An IDC verifies a token by calling a TVS function that has been adapted to compare a provided GRI and token with an entry in the scheduling database. If the GRI and token both match an entry, then all the stored information for that reservation is used to setup a path. In this scenario, token validation is contained within the IDC.
It should also be noted that the TVS does not check if the user who sent the signaling message is the same as the user who made the reservation. This intentionally allows a token to be transferable among entities. Transferability is lost in cases where no token is provided (which may or may not be desirable depending on a client needs). Instead, an X.509 certificate must be provided that matches that of the client who sent the original resource scheduling request. Transferability is one possible advantage of token-based signaling. Further testing with tokens in XML signaling messages should reveal the extent to which this feature is used.
6.2 RSVP Messaging Protocol

6.2.1 RSVP


A user may signal a path using Resource Reservation Protocol (RSVP) messages
. RSVP is a common messaging protocol for requesting network resources. The exact format of RSVP messages is beyond the scope of this document, but message types include those to create, refresh, and teardown a path. For this implementation the DRAGON Virtual Label-Switched Router (VLSR) accepts all RSVP messages. Other implementations may use different software to accept RSVP messages. A client capable of signaling with RSVP is able to take the parameters such as GRI, token, and path from a createReservation response and insert them in an RSVP request. Section 6.2.2 discusses the use of tokens in RSVP messages. XML signaling (see Section 6.1) is the primary focus of the first implementation and RSVP is provided as a test service for initial releases. Further work with RSVP signaling is a goal of future implementations.
6.2.2 Token Verification


The goal of including a token in RSVP is to allow for a fast way to securely signal a path. A token generated during resource scheduling may be included in the POLICY_DATA object of an RSVP message using the specification defined in RFC 2750
. The VLSR or other RSVP-capable device must validate received tokens and retrieve enough information about the reservation to setup the path. Tokens are intended to be transferable and as a result validation does not need to verify the requester is the same client that sent the resource scheduling request. 
The Phosphorus Token Validation Service (TVS) provides the functionality needed to verify a token. A timed script runs on the IDC that identifies reservations that should be active at the time of the check. It then retrieves the global reservation identifier (GRI), token, and other reservation parameters from the scheduling database and pushes them to a policy enforcement point (PEP). The PEP must at a minimum be accessible by the RSVP-enabled device, and is a component of the VLSR for DRAGON-based implementations. The RSVP-enabled device validates received tokens against the PEP when they are received in an RSVP-PATH message and associates them with the appropriate reservation details. This allows for the configuration of local network devices when a subsequent RSVP-RESV message arrives after the RSVP-PATH message has been authorized in each domain. The same process occurs for message types related to maintaining (RSVP REFRESH) and tearing down (RSVP TEAR) a path. 
6.3 Domain Initiated Path Setup

6.3.1 Domain Initiated Path Setup

An end-client may not want to partake in signaling. In such a scenario, the domain provisions the circuit at the reserved time without direct end-client initiation. Once provisioned, the domain leaves the circuit active for the entire duration of the reservation (even if it is not being used) and tears down the circuit when the reservation ends. In this implementation, a script periodically checks for active reservations that must be domain-initiated (as specified in the createReservation request). For each reservation found, the local network is contacted and configured to meet the reservation requirements. The same process is followed to find and remove finished reservations. It is expected that this process is followed by every domain in the path simultaneously leading to a complete reservation path.

This process will be enhanced in future implementations. Ideally, domains would follow a signaling process similar to that of end-client path initiation. This would more easily allow notification of path status and failures among IDCs. Defining this notification process is the subject of future work.
6.4 Examples

6.4.1 XML Signaling Example
This example references Diagram 1:
1. (sig-uxml) A client passes an XML createPath signaling message to the IDC.
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:createPath xmlns:m="http://oscars.es.net/OSCARS">

            <m:token> AF16domain1-1000</m:token>

            <m:globalReservationId>domain1-1000</m:globalReservationId >

          </m:createPath>

    </soap:Body>

</soap:Envelope>


2. (sig-pol) The IDC authenticates the requester and verifies the token. These are mutually exclusive tasks; the token and requester do not have to match. The Phosphorus Token Validation Service (TVS) API is used to validate the token.
3. (sig-call) The request is passed to the “Path Setup” component for processing
4. (sig-fw) The “Path Setup” component looks-up the next domain in the scheduling database (“Sched.”) and sends it to the forwarder.
5. (sig-inter) The original createPath message is passed to the next domain in a forward message.
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:forward xmlns:m="http://oscars.es.net/OSCARS">

             <m:createPath>

                <m:token>AF16domain1-1000</m:token>

                <m:globalReservationId>domain1-1000</m:globalReservationId >

             </m:createPath>

         </m:forward>

    </soap:Body>

</soap:Envelope>


6. Steps 2-5 repeated until last domain reached

7. (sig-vlsr/sig-rout) The domain sets-up the local portion of the path.
8. (sig-inter) A forwardResponse is returned to the previous domain indicating the reservation is now active.
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:forwardResponse xmlns:m="http://oscars.es.net/OSCARS">

             <m:createPathResponse>

                <m:globalReservationId>domain1-1000</m:globalReservationId>

                <m:status>ACTIVE</m:status>

             </m:createPathResponse>

         </m:forwardResponse>

    </soap:Body>

</soap:Envelope>


9. Step 7-8 repeated until createPathResponse returned to user
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:createPathResponse xmlns:m="http://oscars.es.net/OSCARS">

            <m:globalReservationId>domain1-1000</m:globalReservationId>

            <m:status>ACTIVE</m:status>

         </m:createPathResponse>

    </soap:Body>

</soap:Envelope>


10. (sig-uxml) refreshPath messages are periodically sent by client to maintain created path
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:refreshPath xmlns:m="http://oscars.es.net/OSCARS">

            <m:globalReservationId>domain1-1000</m:globalReservationId>

            <m:token>AF16domain1-1000</m:token>

         </m:refreshPath>

    </soap:Body>

</soap:Envelope>


11. (sig-pol) The IDC authenticates the requester and verifies the token. These are mutually exclusive tasks; the token and requester do not have to match. The Phosphorus Token Validation Service (TVS) API is used to validate the token.
12. (sig-call) The request is passed to the “Path Setup” component for processing.
13. (sig-vlsr/sig-routl) The IDC verifies the reservation is still active (domain-specific).
14. (sig-fw) The “Path Setup” component looks-up the next domain in the scheduling database (“Sched.”) and sends it to the forwarder.

15. (sig-inter) refreshPath messages are forwarded to the next IDC.
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:forward xmlns:m="http://oscars.es.net/OSCARS">

             <m:refeshPath>

                <m:token> AF16domain1-1000</m:token>

                <m:globalReservationId>domain1-1000</m:globalReservationId >

             </m:refreshPath>

         </m:forward>

    </soap:Body>

</soap:Envelope>


16. Steps 11-15 are repeated until the last domain is reached.
17. (sig-inter) Each IDC returns a response to its upstream IDC with the path status. 
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:forwardResponse xmlns:m="http://oscars.es.net/OSCARS">

             <m:refreshPathResponse>

                <m:globalReservationId>domain1-1000</m:globalReservationId>

                <m:status>ACTIVE</m:status>

             </m:refreshPathResponse >

         </m:forwardResponse>

    </soap:Body>

</soap:Envelope>


18. (sig-uxml) A refreshPathReponse is returned to the client.
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:refreshPathResponse xmlns:m="http://oscars.es.net/OSCARS">

            <m:globalReservationId>domain1-1000</m:globalReservationId>

            <m:status>ACTIVE</m:status>

         </m:refreshPathResponse >

    </soap:Body>

</soap:Envelope>


19. (sig-uxml) The client sends a circuit teardownPath message when the circuit is no longer needed.

	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:teardownPath xmlns:m="http://oscars.es.net/OSCARS">

            <m:globalReservationId>domain1-1000</m:globalReservationId>

            <m:token>AF16domain1-1000</m:token>

         </m:teardownPath >

    </soap:Body>

</soap:Envelope>


20. (sig-pol) The IDC authenticates the requester and verifies the token. These are mutually exclusive tasks; the token and requester do not have to match. The Phosphorus Token Validation Service (TVS) API is used to validate the token.
21. (sig-call) The “Path Setup” component receives the request.
22. (sig-vlsr/sig-rout) The circuit is removed from the network configuration.
23. (sig-fw) The “Path Setup” component looks up next domain in the scheduling database (“Sched.”) and sends it to the forwarder.

24. (sig-inter) teardownPath messages are forwarded to the next IDC.

	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:forward xmlns:m="http://oscars.es.net/OSCARS">

             <m:teardownPath>

                <m:token>AF16domain1-1000</m:token>

                <m:globalReservationId>domain1-1000</m:globalReservationId >

             </m:teardownPath>

         </m:forward >

    </soap:Body>

</soap:Envelope>


25. Steps 20-24 are repeated until the last domain is reached

26. (sig-inter) Each IDC returns a response to its upstream IDC with the status of the teardown. 
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:forwardResponse xmlns:m="http://oscars.es.net/OSCARS">

             <m:teardownPathResponse>

                <m:globalReservationId>domain1-1000</m:globalReservationId>

                <m:status>SUCCESS</m:status>

             </m:teardownPathResponse >

         </m:forwardResponse>

    </soap:Body>

</soap:Envelope>


27. (sig-uxml) A  teardownPathReponse is returned to the client.
	<?xml version="1.0"?>

<soap:Envelope

        xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

        soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

    <!-- Security headers and X.509 go here -->

    <soap:Body>

         <m:teardownPathResponse xmlns:m="http://oscars.es.net/OSCARS">

            <m:globalReservationId>domain1-1000</m:globalReservationId>

            <m:status>SUCCESS</m:status>

         </m:teardownPathResponse >

    </soap:Body>

</soap:Envelope>


6.4.2 RSVP Signaling Example
1. (tvs-pep) The “LSP Scheduler” script periodically checks for reservations with a pathSetupType of “user-rsvp”. The global reservation identifier (GRI), token, and other reservation parameters are pushed to the policy enforcement point (PEP) using the Token Validation Service (TVS). The PEP in Diagram 1 is located in the VLSR. 
2. (sig-rsvp0) The client passes an RSVP PATH message containing a token in the POLICY_DATA object. 
4. (sig-rsvp1) The ingress VLSR verifies the token by comparing it with the entries in the PEP and passes it through the domain.

5. (sig-rsvp2) The RSVP-PATH message is sent to the next domain.
6. Steps 4-5 repeated until last domain reached

7. (sig-rsvp3 thru sig-rsvp0) RSVP RESV returned to back through domains to client and local networks are configured
8. (sig-rsvp0 thru sig-rsvp3) Periodic RSVP REFRESH messages are sent to maintain the path. The token is checked at each ingress point.
9. (sig-rsvp0 thru sig-rsvp3) An RSVP TEAR message is sent when the path is no longer needed. The token is checked at each ingress point.
6.4.3 Domain-Initiated Path Setup Example
The following occurs in each domain along a circuit path simultaneously:
1. The “LSP Scheduler” script periodically checks for reservations with a pathSetupType of “domain”. 
2. (sig-dom) The “LSP Scheduler” configures the network (domain-specific) to create new circuits and teardown old circuit.
7. Lookup Service


A lookup service associates an entity’s common name with a control plane identifier representing where that entity connects to a domain. A lookup service is not required for a client to participate in the control plane, but it does increase the user-friendliness of identifying endpoints in domains’ topology. In its simplest form the lookup service stores the DNS name of an end-entity and the absolute URN of the remote link to which the entity is connected. The perfSONAR
 Lookup Service provides a general framework for this capability. The remainder of this section describes the message and database formats applied to the control plane’s implementation of the perfSONAR Lookup Service.
7.1 Lookup Service Messaging Protocol
7.1.1 Message Format: LSRegisterRequest and LSRegisterResponse

Clients populate the Lookup Service by registering names and associated remote links. Registration involves a client sending an LSRegisterRequest web service message to a designated Lookup Service and in return receiving an LSRegisterResponse. The designated Lookup Service may take many forms including one that is managed by the endpoint’s home domain, the remote domain, or a centralized service for all domains. The distribution and management of Lookup Services is an implementation decision. See Section 7.1.2 for information on how multiple Lookup Services discover each other. 

An LSRegisterRequest message contains the information needed to add a new entry to the Lookup Service database. In general, an entry in the perfSONAR Lookup Service contains two parts: data and the metadata that describes it
. The data stored in the control plane’s implementation of the Lookup Service is an entity that connects to the edge of a network. The metadata is the common DNS-formatted name of that entity and the remote link URN identifier referencing where it connects to a domain (see Section 4.1.2). Registered data’s metadata may be retrieved through queries of the Lookup Service (see Section 7.1.2). Additional data and metadata may be stored in the future as the control plane Lookup Service evolves.
The Lookup Service returns an LSRegisterResponse message after the entry of new data and metadata. The response contains the status of a request and a key that may be used to reference an entry in later requests. The key allows clients to perform maintenance such as updating and removing entries. In general, the key is taken from a unique value stored in the metadata. The DNS name seems like a good candidate for the key returned. Once the LSRegisterResponse and key have been received by the client the registration process is complete.
7.1.2 Message Format: LSQueryRequest and LSQueryResponse

Clients may retrieve information about registered endpoints by querying the Lookup Service. This process involves sending an LSQueryRequest message to a Lookup Service and returning an LSQueryResponse message back to the registration client. An LSQueryRequest message contains an XQuery
 used to retrieve information from the underlying Lookup Service Database called the LSStore (see Section 7.2.1). An XQuery is a standard way to retrieve data expressed as XML. It is possible that in the future an API will be developed that does not require an explicit XQuery for commonly-used functions. An LSQueryResponse returns the matches of the query in XML. 

A standard query, or “lookup”, involves retrieving a remote link URN given a DNS-formatted name. Likewise, a “reverse lookup” occurs by retrieving a name (or set of names) based on a given remote link URN. Section 7.3 includes examples of both standard and reverse lookups using an LSQueryRequest and LSQueryResponse.
 Depending on the distribution of Lookup Services, the LSQueryRequest may be sent to a locally designated service or the one with which the query subject originally registered. For a first implementation, a client statically finds the Lookup Service to contact based on the DNS name (for standard lookups) or domain ID of the remote link (for reverse lookups) in the query. In future releases, the perfSONAR Lookup Service will be extended to support the automatic discovery of other Lookup Services using a DNS-like hierarchical protocol.
7.1.3 Other Message Formats

The perfSONAR Lookup Service also defines LSUpdate, LSDeRegister, and LSKeepAlive messages. Each of these message types are used to maintain entries previously registered with the Lookup Service. All references to previous entries use the key returned in the LSRegisterResponse message (see Section 7.1.1).  LSUpdate messages change information about an existing entry. Similarly, LSKeepAlive messages refer to existing entries with a key but indicate the current entry is still valid and do not provide any new information. Finally, an LSDeRegister request removes an entry from the Lookup Service when it is no longer valid. These messages complete the list of defined message types for the perfSONAR Lookup Service.
7.2 Lookup Service Databases
7.2.1 LSStore


The database in which the perfSONAR Lookup Service stores entries is called the LSStore.  The LSStore is an XML database that stores information in a format described by the NMWG base schema
. The root of this schema is a store element that contains multiple metadata and data elements. The metadata and data elements contain the metadata and data entries registered by a client with LSRegisterRequest messages (see Section 7.1.1). The information within metadata elements can be any valid XML. For the purposes of the control plane instance of the Lookup Service, the metadata contains a remote link URN identifier and DNS-formatted name of an endpoint. Additional elements may be stored in the future as the control plane’s use of the Lookup Service evolves.
7.2.2 LSStore-control


The perfSONAR Lookup Service also maintains a database called LSStore-control with additional information about entries in LSStore. Maintenance operations use information in this database to determine when entries should be removed or need updates. At a minimum, LSStore-control contains a timestamp indicating when each entry in LSStore was last updated. Maintenance operations may remove LSStore entries if LSStore-control indicates they have not been updated by an LSUpdate or LSKeepAlive message within a specified interval. Currently, this is LSStore-control’s primary purpose but it may be extended in the future. 
7.3 Examples
7.3.1 Registration Example
This example outlines the process by which a client registers an endpoint and it is added to the LSStore:

1. A client sends an LSRegisterRequest a designated lookup service. The endpoint is identified by the name “host1.organization1.edu” and connects to the remote link “urn:ogf:network:domain1:node1:port1:link1”.
	<?xml version='1.0' encoding='UTF-8'?>

<soapenv:Envelope xmlns:soapenv="http://www.w3.org/2003/05/soap-envelope">

    <soapenv:Body>

        <nmwg:message type="LSRegisterRequest"

              id="msg1"

              xmlns:nmwg="http://ggf.org/ns/nmwg/base/2.0/"

              xmlns:ctrlp="http://ogf.org/schema/network/topology/ctrlPlane/20070707/">

            <nmwg:data id="endpointData1">

                <nmwg:metadata id="meta1">

                    <!-- The real structure of this content needs to be defined -->

                    <ctrlp:linkIdRef>urn:ogf:network:domain1:node1:port1:link1</ctrlp:linkIdRef>

                    <name>host1.organization1.edu<name>

                </nmwg:metadata>

            </nmwg:data>

        </nmwg:message>
    </soapenv:Body>

</soapenv:Envelope>


2. The Lookup Service receives the request and inserts an entry into LSStore-control indicating when the message was received. The key of the entry is the name provided, “host1.organization1.edu”
	<?xml version='1.0' encoding='UTF-8'?>

<nmwg:store type="LSStore-control"

      xmlns:nmwg="http://ggf.org/ns/nmwg/base/2.0/"

      xmlns:ctrlp="http://ogf.org/schema/network/topology/ctrlPlane/20070707/">


<nmwg:metadata id="host1.organization1.edu">

    <nmwg:parameters id="control-parameters">

            <nmwg:parameter name="timestamp">1183036881508</nmwg:parameter>

        </nmwg:parameters>

    </nmwg:metadata>

</nmwg:store>


3. The Lookup Service then updates LSStore with the new entry. The metaIdRef attribute refers to the LSStore-control entry associated with this entry by its key.
	<?xml version='1.0' encoding='UTF-8'?>

<nmwg:store type="LSStore"

      xmlns:nmwg="http://ggf.org/ns/nmwg/base/2.0/"

      xmlns:ctrlp="http://ogf.org/schema/network/topology/ctrlPlane/20070707/">

    <nmwg:data id="host1.organization1.edu-0" metaIdRef="host1.organization1.edu">

        <nmwg:metadata id="meta1">

            <!-- The real structure of this content needs to be defined -->

            <ctrlp:linkIdRef>urn:ogf:network:domain1:node1:port1:link1</ctrlp:linkIdRef>

            <name>host1.organization1.edu<name>

        </nmwg:metadata>

    </nmwg:data>

</nmwg:store>


4. Finally the LookupService sends an LSRegisterResponse back to the client with a key to reference the entry. 
	<?xml version='1.0' encoding='UTF-8'?>

<soapenv:Envelope xmlns:soapenv="http://www.w3.org/2003/05/soap-envelope">

    <soapenv:Body>

        <nmwg:message id="msg1_resp" messageIdRef="msg1"

            type="LSRegisterResponse" xmlns:nmwg="http://ggf.org/ns/nmwg/base/2.0/">

            <nmwg:metadata id="resultCodeMetadata">

                <nmwg:eventType>success.ls.register</nmwg:eventType>

                <nmwg:key id="localhost.66465a4e:1137277701d:-7fe4">

                    <nmwg:parameters id="localhost.66465a4e:1137277701d:-7fe3">

                        <nmwg:parameter name="lsKey" value="host1.organization1.edu"/>

                    </nmwg:parameters>

                </nmwg:key>

            </nmwg:metadata>

            <nmwg:data id="resultCodeData" metadataIdRef="resultCodeMetadata">

                <nmwg:datum value="Data has been registered with key [host1.organization1.edu]"/>

            </nmwg:data>

        </nmwg:message>

    </soapenv:Body>

</soapenv:Envelope>


7.3.2 Standard Lookup Query Example

This example will be included in a future version of the document when the LSStore content is better defined.
7.3.3 Reverse Lookup Query Example

This example will be included in a future version of the document when the LSStore content is better defined.
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Appendix A: Diagram 1
� “Web Service Based Multi-Domain Provisioning: Architecture, XML Schema, and WSDL Operations Discussions”


� “GEANT”,  http://www.geant.net/


� “GLIF: Global Lambda Integrated Facility”, http://www.glif.is/


� “Lambda Station”, http://www.lambdastation.org/


� “TeraPaths”, https://www.racf.bnl.gov/terapaths


�  “ESnet On-demand Secure Circuits and Advance Reservation System (OSCARS)”, http://www.es.net/oscars/


�  “Dynamic Resource Allocation via GMPLS Optical Networks”, http://dragon.maxgigapop.net


�  “Phosphorus”,  http://www.ist-phosphorus.eu/


� http://anonsvn.internet2.edu/svn/nmwg/trunk/nmwg/schema/rnc/topo/nmtopo_ctrlplane.rnc


� “Web Services Security: SOAP Message Security 1.1”,  http://www.oasis-open.org/committees/download.php/16790/wss-v1.1-spec-os-SOAPMessageSecurity.pdf


� “OSCARS Access Policy”


� In some cases a user (such as a network administrator) may know enough about a path that it can supply it to other layers. In such a case topology exchange is not necessarily required. OSCARS testing prior to August 2007 made this assumption. Topology exchange is useful in cases where end-users know little about a path.
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� “RFC 2141: URN Syntax”, http://tools.ietf.org/html/rfc214


� “RFC 3406: Uniform Resource Names (URN) Namespace Definition Mechanisms”, http://tools.ietf.org/html/rfc3406
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*	This is not required in case where user provides path


�“ Resource ReSerVation Protocol (RSVP)”, http://www.ietf.org/rfc/rfc2205.txt


� “RSVP Extensions for Policy Control”,  http://www.ietf.org/rfc/rfc2750.txt


� “perfSONAR”,  http://www.perfSONAR.net/


� A Scalable Framework for Representation and Exchange of Network Measurements/J. Zurawski, M. Swany, and D. Gunter/ 2nd International IEEE/Create-Net Conference on Testbeds and Research Infrastructures for the Development of Networks and Communities (TridentCom 2006)


� “XQuery 1.0: An XML Query Language “, http://www.w3.org/TR/xquery/


� http://anonsvn.internet2.edu/svn/nmwg/trunk/nmwg/schema/rnc/nmbase.rnc





